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Abstract

Machine-learning surrogates are increasingly used to accelerate computational
fluid dynamics (CFD), yet progress is limited by the lack of benchmarks capturing
realistic, time-dependent turbulent flows. We introduce TURTLES, a 13 TB dataset
of high-fidelity implicit large-eddy simulations of three-dimensional turbulent
cylinder wakes in the shear-layer transition regime. The dataset contains 380
trajectories of 400 time steps each, with 3—9 million points per frame sampled
on irregular point clouds, spanning variations in geometry, Reynolds number,
and angle of attack. Unlike existing datasets, TURTLES captures fully three-
dimensional turbulence with an active energy cascade driven by vortex stretching,
combining (i) dense irregular meshes, (ii) long-horizon temporal dynamics, and
(iii) physically realistic turbulent behavior. We benchmark state-of-the-art neural
operators on long autoregressive rollouts and identify key failure modes, including
temporal instability, loss of small-scale energy, and challenges in learning on large
irregular domains. TURTLES provides a new standard benchmark for evaluating
surrogate models in high-resolution, industrial-scale CFD regimes. Project page:
https://turtlesprojectml-alt.github.io/

1 Introduction

The simulation of physical phenomena is central to industrial workflows in design (Allen et al., 2022),
forecasting (Richardson and Lynch, 1922), control (Brunton and Kutz, 2022), and decision-making
(Lam et al., 2023). These phenomena are typically governed by partial differential equations describ-
ing the spatio-temporal evolution of physical fields. Because such systems are rarely analytically
tractable, they are solved numerically, often at substantial computational cost (Greenspan and Ames,
1970; Quarteroni and Valli, 2008). Yet downstream decisions rarely require the full resolution pro-
duced by high-fidelity solvers (Bonnet et al., 2023; Zhiyin, 2015). This mismatch has motivated
surrogate models: low-cost approximations that reproduce task-relevant physical behavior while
avoiding repeated full-scale simulation. Deep learning has emerged as a powerful framework for
surrogate modeling (Long et al., 2018; de Bezenac et al., 2018), with rapid progress in operator
learning (Li et al., 2020; Lu et al., 2021; Serrano et al., 2024; Wu et al., 2024a; Alkin et al., 2024a),
neural simulation (Brandstetter et al., 2022), and generative emulation (Serrano et al., 2025; Li et al.,
2025; Koupai et al., 2025). Its adoption in realistic simulation settings, however, remains limited
by a circular dependency: accurate surrogates require large, high-quality datasets, but such datasets
must typically be generated by the same numerical solvers or physical experiments that surrogates
are meant to replace.

Recent datasets have begun to address this bottleneck, but each leaves a critical ‘axis uncovered. The
Well (Ohana et al., 2025) provides approximately 15 TB of dynamical trajectories across sixteen
physical settings on regular grids, with most three-dimensional cases capped at 1282 resolution.
DrivAerNet (Elrefaie et al., 2025) reaches industrial-scale three-dimensional geometries with tens
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of millions of degrees of freedom on irregular meshes, but only at steady state. EAGLE (Janny
et al., 2023) captures dynamic flows on irregular geometries, yet its O(103) points per frame are
too coarse to resolve realistic three-dimensional flow structures. RealPDEBench (Hu et al., 2026)
pairs real-world PIV measurements with matched simulations, but its fluid measurements are two-
dimensional laser-sheet observations with only in-plane velocity components. It is therefore valuable
for simulation—experiment alignment, but does not directly expose the three-dimensional velocity
fields and multiscale structures needed to assess turbulent flow surrogates.

More broadly, many machine learning benchmarks conflate temporal complexity with turbulence
(Oommen et al., 2025). A flow may be unsteady, chaotic, or visually complex without containing the
mechanisms that define three-dimensional turbulence. Several datasets described as “dynamic fluid”
benchmarks fall into this category: they consist of unsteady laminar flows, chaotic two-dimensional
systems, or three-dimensional dynamics dominated by buoyancy, radiative forcing, magnetic effects,
or other mechanisms rather than by an inertial cascade (Pfaff et al., 2021; Takamoto et al., 2024). In
three dimensions, turbulence is sustained by vortex stretching, represented by the (w - V)u term in
the vorticity equation, which transfers kinetic energy from large eddies to progressively smaller scales
until viscous dissipation closes the energy budget (Parnaudeau et al., 2008a). In two dimensions,
this mechanism is absent; in other forced systems, it may be secondary. A surrogate trained where
vortex stretching is absent or marginal is therefore not learning three-dimensional turbulence, but
rather interpolation of unsteady or chaotic fields without the cascade physics that define turbulent
flow. Standard error metrics often hide this distinction, which becomes visible only through energy
spectra, fluctuation statistics, and regime-transition behavior.

At the same time, the machine learning community has made substantial progress on the ingredients
required for realistic surrogate modeling: long-horizon stability on regular grids (McCabe et al., 2024;
Lippe et al., 2023), generalization (Huang et al., 2022; Koupai et al., 2024; Subramanian et al., 2023;
Takamoto et al., 2023), neural operators for dense unstructured static fields (Li et al., 2023b; Wen
et al., 2025; Luo et al., 2025b), and generative emulators for chaotic dynamics (Zhou et al., 2025;
Pedersen et al., 2025). What remains missing is a benchmark that stresses these capabilities jointly:
dynamic three-dimensional trajectories, dense irregular discretizations, long temporal horizons, and
physically turbulent flow driven by vortex stretching.

To fill this gap, we introduce TURTLES, a 13 TB dataset of high-fidelity simulations of three-
dimensional cylinder wakes in the shear-layer transition regime. The dataset contains 380 trajectories
of 400 time steps each, with 3-9 million degrees of freedom per frame sampled on irregular point
clouds. Across trajectories, we vary the cylinder cross-section, Reynolds number, and angle of attack,
producing geometry-dependent wakes that span subcritical to transitional regimes. In this range, shear-
layer transition generates a turbulent near wake, so the dataset contains an active three-dimensional
cascade in the simulated fields themselves.

TURTLES makes three contributions to surrogate modeling for PDEs. First, it provides dynamic
three-dimensional flow data on dense irregular discretizations, reaching millions of points per frame
rather than relying on regular grids or coarse point clouds. Second, it enables long-horizon evaluation
over hundreds of autoregressive time steps in chaotic, geometry-dependent wakes. Third, it supports
physically grounded assessment of turbulent surrogates through high-frequency quantities such as
fluctuation statistics, near-wake spectra, and intermittent shedding-mode behavior. By combining
industrial-scale spatial resolution, long temporal trajectories, irregular geometry, and physically
turbulent flow, TURTLES targets a regime that existing benchmarks do not jointly cover. It exposes
whether learned surrogates can remain stable, resolve multiscale turbulent content, and generalize
across geometry-dependent flow regimes, rather than only minimizing standard field-wise errors.

2 Related Work

Operator Learning Operator learning provides a way to train neural networks to approximate PDE
solution maps directly between function spaces. Early neural operators such as DeepONet and FNO
showed that these models can act as mesh-independent surrogates for PDEs (Lu et al., 2021; Li et al.,
2020). Since then, the field has moved toward models that are more accurate on complex geometries,
better at resolving multiscale and high-frequency features, and scalable to very large meshes.

Recent work has explored several directions. Multiresolution and wavelet-based operators improve
the representation of fine-scale structures (Gupta et al., 2021), while latent and geometry-aware
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formulations extend neural operators to irregular domains (Tran et al., 2023; Li et al., 2023c).
Attention-based models such as OFormer, GNOT and Transolver further improve operator learning
on point clouds and arbitrary domains by using graph or transformer encoders to handle irregular
inputs and complex PDE dynamics (Li et al., 2023a; Hao et al., 2023; Wu et al., 2024b). However,
full attention remains expensive for high-resolution fields.

This has motivated more efficient neural operator surrogates. Perceiver-style and latent-token models
such as Aroma and UPT compress large inputs into compact latent representations, reducing the cost
of learning on dense meshes (Wang and Wang, 2024; Alkin et al., 2024b). Hagnberger et al. (2025);
Koupai et al. (2025) proposed continuous convolution for learning hierarchical neural operators that
can operate on very dense grids, allowing million point trajectory generation. Wen et al. (2025) uses
geometry-aware multiscale graph/attention encoding to scale neural PDE surrogates to arbitrary large
meshes, including industrial 3D CFD domains.

Datasets for Machine Learning Applications A key bottleneck in training neural operators for
fluid dynamics is the limited availability of high-quality datasets. Generating such data requires
solving the Navier-Stokes equations at high spatial and temporal resolution, which comes with
substantial computational and storage costs. As a result, most existing datasets are restricted in either
fidelity, dimensionality, or physical complexity.

A substantial body of work (Bonnet et al., 2023; Sung et al., 2025; Elrefaie et al., 2025; Kanchi et al.,
2025; Paischer et al., 2025) has focused on performing steady-state flow simulations through the
Reynolds-averaged Navier-Stokes (RANS) equations, where all turbulence fluctuations are modelled
rather than computed directly. While these approaches significantly reduce computational complexity,
RANS-based simulations suffer from well-documented limitations in capturing complex phenomena
such as sharp pressure gradients, laminar-to-turbulent transition and flow separation (Wilcox et al.,
1998). Furthermore, by definition, steady-state solutions neglect temporal dynamics, preventing
operators from learning transient flow phenomena.

Therefore, several benchmarks based on unsteady flows have been introduced. A common cost-
reducing strategy is to restrict simulations to two-dimensional domains (Huang et al., 2019; Viquerat
and Hachem, 2020; Jakob et al., 2021; Pfaff et al., 2021; Han et al., 2022; Xu et al., 2023; Janny
et al., 2023; Tali et al., 2024; Luo et al., 2024; Dapelo and Bridgeman, 2025), at the expense of losing
relevant three-dimensional flow phenomena. Alternatively, higher-fidelity transient datasets generated
using large-eddy simulation (LES) or direct numerical simulation (DNS) have been explored in
well-known (multi-)physics benchmarks (Hassan et al., 2023; Chung et al., 2023; Koehler et al.,
2024; Takamoto et al., 2024; Ohana et al., 2025; Mao et al., 2026). There, they are typically limited
to regular grids and idealized configurations (e.g., homogeneous isotropic turbulence, no objects
within the domain, periodic boundary conditions). These flow problems do not introduce geometric
complexities or capture the anisotropic nature of real-world turbulent flows. It should be noted that
scale-resolving simulations for machine learning applications have been conducted by Ashton et al.
(2024, 2025) on the Ahmed and Windsor car bodies, respectively. However, due to storage constraints,
only time-averaged volume data was made publicly available.

To the best of our knowledge, there is no dataset that combines three-dimensional, time-resolved
high-fidelity CFD simulations with systematic variations in complex geometries while fully resolving
a broad range of turbulent scales. The present study aims to address this gap by performing implicit
large eddy simulations on irregular grids for the canonical cylinder flow case across a range of inflow
and geometric configurations.

3 Dataset Presentation

The dataset captures a wide range of fluid—object interactions and wake dynamics through systematic
variations in geometric parameters and inflow conditions. To accurately resolve the resulting flow
features and their temporal evolution, costly high-fidelity numerical simulations are performed.
Generating a large number of such trajectories requires a robust and fully automated data generation
pipeline. The remainder of this section describes the components of this pipeline, including the
governing fluid flow model, the definition of the parameter sampling space, the automated simulation
setup, and the subsequent data processing.
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Fluid flow simulation The fluid dynamics are governed by the Navier—Stokes equations, a system
of equations that expresses the conservation of mass, momentum, and energy for a compressible fluid.
Given a set of inflow and boundary conditions, characterized by the Reynolds number Re, the Mach
number M a and Prandtl number Pr, these equations describe how a fluid evolves over space and
time. In this study, we focus our attention on the evolution of the pressure p, density p and velocity
components u, v, w.

At sufficiently high Reynolds numbers, the Navier-Stokes equations give rise to turbulence, whose
multi-scale, chaotic dynamics make direct numerical solution computationally prohibitive. We solve
these equations using an implicit Large Eddy Simulation iLES) approach, in which the most energetic
turbulent scales are computed directly, while the truncation error of the numerical scheme acts as a
model for the behaviour of the smaller, unresolved scales. In this context, the Flux Reconstruction
(FR) scheme (Huynh, 2007) has proven to be effective and is implemented using PyFR (Witherden
et al., 2014), an open-source, high-order accurate GPU-based solver. The reader is referred to
Appendix D for quantity definitions, and to Appendix E for a detailed description of the compressible
Navier-Stokes equations and the solution method used in this study.

Sampling space The dataset is constructed within a four-dimensional parameter space. Variations
in geometry are defined using the super-ellipse (or Lamé curve), which consists of all points (z, y)
satisfying:

Y )

"oy
+‘b

’f
a
where a and b represent half the horizontal and vertical dimensions of the object, respectively, as
illustrated in Figure 1a. The aspect ratio is defined as AR = a/b. To reduce the number of variable
parameters, b = 1/2 is fixed for all cases, while a is sampled log-uniformly over the range [1/6,3/2].
This results in aspect ratios spanning from 1/3 to 3, with an equal proportion of cases having AR < 1

and AR > 1. The exponent n is selected from the discrete set {1, 2, 5, 0o}, corresponding to diamond,
circular, rounded rectangle and rectangular shapes, respectively.

The inflow conditions are characterized by Reynolds numbers Re € [1000, 3900], where the length
scale used in the definition of Re is based on the object height, L = 2b. Within this range, the wake
is expected to be turbulent while the boundary layer remains laminar, consistent with observations
from circular cylinder flow studies (Lienhard, 1966). The inflow angle of attack « is the counter-
clockwise angle between the x-axis and the object’s centreline. It is varied between 0 and 45
degrees, introducing unique flow separation behaviour for each configuration. Limiting the range
to 45° prevents generating geometrically redundant cases. Both Re and « are varied uniformly and
restricted to integer values for simplicity.

To obtain representative samples of the parameter space, we employ a Sobol’ sequence (Sobol’,
1967), which is a quasi-random low-discrepancy sequence designed to minimize clustering and gaps
in high-dimensional sampling. Unlike related methods such as Latin Hypercube Sampling, it supports
sequential sampling, making it well suited for dataset generation where the total number of cases
need not be specified in advance. A four-dimensional unit hypercube is sampled N; = 380 times and
subsequently transformed to the previously defined (log-)uniform or discrete parameter ranges. The
resulting space is visualized in Figure 1b together with histograms of the different parameters in (c-f).

Simulation setup For each case, the super-elliptical object is placed inside the 3D computational
domain in Figure 2a at an angle a. The flow is prescribed through boundary conditions placed
on the walls (A-G). A is the inlet, B-D are the outlet and E is the object surface. Walls F and G
represent the side-walls of the domain. They are assigned periodic boundary conditions, which
means flow leaving F enters back through G. An automated routine is implemented to generate
the computational mesh using Gmsh (Geuzaine and Remacle, 2009). In figure Figure 2b, we show
the resulting mesh in the xy-plane for the domain presented in Figure 2a. This two-dimensional
mesh is then extended into three dimensions by a 30-layer structured extrusion in the span-wise
direction. The flux reconstruction method places solution nodes inside these elements. A single
element contains 75-125 points, yielding total grid sizes ranging from 3.1M to 9.2M unique solution
points across all cases. Additional information on the domain definition and meshing procedure are
given in Appendix F.
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Figure 1: Overview of the parameter sampling space. (a) Definition of the hyper-elliptical geometry.
(b) The N, = 380 samples visualized in three dimensions, including projections on the x, ¥, z planes
in grey for reference. (c-f) Histograms of the sampled parameters. Note that the colours used for
different values of n in (f) correspond with those in (a) and (b).

The numerical framework is validated against four benchmark cases: a circular cylinder (a = 0.5,
n = 2) at Re = 1000 and Re = 3900, a square cylinder (a = 0.5, n = o0) at Re = 2000 and an
elongated rectangle (a = 2.5, n = 00) at Re = 3000. Overall, the results indicate good agreement
with both DNS and experimental data reported in the literature. A detailed comparison is provided in
Appendix G.

(a) (b)

Figure 2: Schematic overview of the domain. (a) Three-dimensional view illustrating the physical
boundaries, including the inlet (A), outlets (B-D), object surface (E), and periodic side-walls (F, G).
(b) zy-plane of the computational mesh, which is extended into three dimensions via a structured
extrusion in the span-wise (z) direction.

Data processing Processing steps are applied to limit the total data size while ensuring the solutions
remain physically representative. Data collection starts only after the initial transient has been washed
away according to the numerical convergence statistic proposed by Boudet et al. (2015). Subsequently,
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Figure 3: Overview of the flow case data structure. For each case, a single set of coordinates is stored
with the solutions at 400 time-steps (e.g. tg,t1,...,ts, where t; = 399). A solution comprises the
three-dimensional pressure (p), density (p), and velocity (u, v, w) fields.

400 three-dimensional snapshots are saved of the three velocity components, pressure and density:
{u,v,w,p, p} at fixed time intervals At,. A snapshot is restricted to all solution nodes inside the
rectangular box given by x/D € [—3,10], y/D € [-3.5,3.5] and z/D € [0,27] . The sampling
interval At, exceeds the solver time-step to manage storage constraints but is chosen such that the
inertial range of the turbulence spectrum is retained for all cases. Ultimately, one trajectory covers a
time-period in which most characteristic frequencies are repeated multiple times. For instance, four
vortex shedding cycles are captured during 400At; in the rounded cylinder case (a = 0.5,n = 2).
Figure 3 visualizes the data structure of a single flow case. A case directory contains one set of
node coordinates, as the grid remains constant throughout the entire trajectory, accompanied with the
corresponding solutions for all 400 time-steps. Appendix H goes into more detail on the statistic used
to measure the initial transient and how the interval At, is defined.

4 Benchmarking Setup

Motivation and benchmark. To better demonstrate the value of this dataset, we evaluate the
performance of current neural operators on these data. The machine learning task considered here is
temporal prediction of several physical fields: pressure, density, and the three velocity components in
the x, y, and z directions.

This dataset is designed to highlight some of the limitations of existing neural operators, especially
for dynamic forecasting. In particular, handling dense meshes remains computationally expensive,
stability over long rollout horizons is often poor, and high-frequency features are frequently underrep-
resented or smoothed out. More broadly, since the dataset is parametric, with variations in obstacle
geometry, angle of attack, and Reynolds number, it provides a challenging benchmark for assessing
the ability of neural networks to generalize across a rich distribution of physical configurations and to
serve as accurate neural surrogates.

We evaluate several recent state-of-the-art neural operator architectures from the literature: UPT
(Alkin et al., 2024b), GINO (Li et al., 2023c), Transolver++ (Luo et al., 2025a), and the continuous
layer proposed in CALM-PDE (Hagnberger et al., 2025), combined with the scaling improvements
introduced in ECHO for larger meshes (Koupai et al., 2025).

Training setup. The models are trained to predict the temporal residual between time ¢ and time
t + 1 from a single input frame:

1\10(’11457 Re) + up — Ut41,

where the Reynolds number Re is also provided as an input. Learning the residual is generally easier
for neural networks than directly predicting the full next state. The training loss is a standard mean
squared error, computed on the predicted residual. Since the meshes are very large, a subset of points
is sampled during training, and each model predicts the corresponding points at the next time step.
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All models are trained for 100,000 steps with a batch size of 2, for approximately 20 hours on a
single H100 GPU. We use the Adam optimizer with a weight decay of 10~2 and a learning rate of
10~%. All models are trained with a linear warmup over the first 5,000 steps, followed by a cosine
learning-rate scheduler.

Inference and evaluation setup. At inference time, each model rolls out the full dynamics using
only the initial condition and the Reynolds number. Each trajectory contains 400 time steps, while
the number of mesh nodes varies across trajectories; we therefore use a batch size of 1 and predict
all nodes in each frame by iterating over subsets of points, since the full mesh cannot be processed
in a single forward pass. The rollout produces predictions i ., . and reference values u; , ., where
t € {1,...,Tout} indexes rollout steps, n € {1,..., N} indexes mesh nodes, and ¢ € {1,...,C}
indexes physical channels, with C' = 5 corresponding to p, p, u, v, w.

We report four quantities computed from the autoregressive rollout. First, the relative L? error is

T. ~
1R e — u|

Tout < ”uﬂb'%57
t=1

Rel-12 = =108,

Second, because the physical channels span several orders of magnitude and unnormalised RMSE is
dominated by p and p, we report the variance-scaled RMSE

Tout ~
[t — uelly

VRMSE = — )
lus — well, + ¢

e=1078,

Tout =1
where u; denotes the per-channel spatial mean of u;; a predictor that outputs this per-frame spatial
mean attains VRMSE = 1.

Third, to assess multi-scale accuracy, we compare isotropic energy spectra. For each frame, we extract
a thin z-slice near the midplane and resample it onto a regular H, x W grid with H, = W, = 256
using inverse-distance-weighted k-nearest neighbours with & = 8. Let U;(k) denote the two-
dimensional Fourier transform of the resampled field. The isotropic power spectrum is

1 Ak AR
Pt(l{): |S | Z ‘Ut(k)‘Q’ S,{:{k/ﬁl—2<|k|| <:‘$+2},
Rl kes,

averaged over channels. We split the wavenumber support uniformly in log  into low-, mid-, and
high-frequency bands, Biow, Bmid, Bhigh, and report the RMS log-power discrepancy in each band:

T.
1 = 1 . 2
specRMSE; = T Z \/w Z (log P (k) — log Pt(k))".
out ;1 KrEB

These three bands probe large, intermediate, and small flow scales, respectively, and penalise spectral
mismatches that pointwise RMSE can average away.

Finally, we report inference latency as the wall-clock time required to predict one trajectory on
the full mesh. Encoder—decoder baselines such as UPT and CALM-PDE encode the input mesh
once and decode query points in chunks, whereas the monolithic Transolver baseline processes the
mesh through a tile partition; all models use the same per-frame timing protocol, differing only in
kernel-launch granularity.

5 Results

We evaluate the models along three complementary axes: rollout accuracy, spectral fidelity, and
latency. These criteria are designed to separate errors that are often conflated in field-wise metrics.
A model may achieve low pointwise error while dissipating small-scale turbulent content, or may
perform well over short horizons while drifting during long autoregressive rollouts.

Dynamics forecasting. In table 1, we report models performance on the first frame prediction. It
shows that CALM-PDE obtains the best field-level accuracy among the reported models, with the
lowest relative L2 error (6.80 x 1072) and the lowest VRMSE (1.33 x 10~2). UPT is competitive in
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Figure 4: Spectral fidelity of autoregressive rollouts. Panel (a) shows reference and predicted isotropic
energy spectra averaged over test trajectories. Panel (b) shows the log-power discrepancy across
wavenumbers, with low-, mid-, and high-frequency bands indicated.

relative L? error, but its VRMSE is more than twice as large, indicating larger errors after accounting
for the spatial variance of each frame. Transolver++ is substantially less accurate in this setting: its
relative L? error is higher, and its VRMSE is close to the mean-field level. The spectral metrics
further show that UPT and CALM-PDE preserve the low-, mid-, and high-frequency content with
similar accuracy, while Transolver++ exhibits a much larger high-frequency error. This suggests that
Transolver++ over-smooths or misrepresents small-scale structures in the turbulent wake.

Table 1: Next frame results on the test set. Lower is better for all metrics. Spectral errors are RMS
log-power discrepancies computed over low-, mid-, and high-frequency wavenumber bands.

Field error Spectral error
Model Rel-12 | VRMSE | Low | Mid | High |
UPT 7.01e-2 2.90e-2 4.69e-2 2.33e-2 4.42e-2
GINO 1.32¢e-1 1.21 1.32¢e-1 7.31e-2 4.48e-2
Transolver++ 1.08e-1 1.06 8.02e-2 2.89¢-2 441e-1
CALM-PDE 6.80e-2 1.33e-2 4.66e-2 2.38e-2 4.44e-2

Long-range stability. Table 2 highlights a clear difference between short-horizon accuracy and
long-horizon rollout stability. CALM-PDE remains stable throughout the autoregressive rollout, with
VRMSE increasing only from 4.61 x 10! in the first 50 steps to 7.89 x 10~! in the last rollout
window. In contrast, UPT begins with a moderate error but drifts rapidly over time, reaching a
VRMSE of 5.12 in the final window. Transolver++ is unstable from the beginning of the rollout and
its error grows sharply, reaching 31.24 over steps 301-399. These results indicate that CALM-PDE
better preserves the dynamics of the wake attractor over long autoregressive horizons, whereas the
other reported baselines accumulate errors that eventually dominate the trajectory.

Table 2: Temporal stability of autoregressive rollouts. Entries report VRMSE averaged over different
rollout windows. Lower is better.

Model 1-50 | 51-150 | 151-300 | 301-399 |
UPT 6.51e-1 1.56 3.31 5.12
GINO 3.18 10.32 24.31 33.12
Transolver++ 2.33 8.32 19.33 31.24
CALM-PDE 4.61e-1 5.46e-1 6.52e-1 7.89¢-1

Spectral fidelity. Pointwise errors do not fully reveal whether a surrogate preserves the multi-scale
structure of the turbulent wake. We therefore compare isotropic energy spectra between predicted and
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Table 3: Inference latency of surrogate models. Lower is better.

Model Latency |
UPT 835 (s)
GINO 4097 (s)
Transolver++ 1148 (s)
CALM-PDE 1073 (s)

reference trajectories. In Figure 4, spectra are averaged over test trajectories and rollout times, and
the spectral error is shown as a function of wavenumber. A model that tracks large coherent structures
but dissipates small eddies is expected to match low wavenumbers while underestimating high-
wavenumber energy. We also report a persistence baseline, defined by the one-step rule ;1 = uy;
under autoregressive rollout, this corresponds to repeating the initial state. Because this baseline
preserves a real turbulent snapshot, it can match the time-averaged energy spectrum reasonably well
despite not predicting the temporal evolution of the wake. This highlights that spectral agreement
alone is insufficient and should be interpreted together with field-level and long-horizon rollout errors.
Among the learned models, CALM-PDE most closely matches the reference spectrum across the
resolved range, with near-zero log-power discrepancy over low and intermediate wavenumbers. UPT
follows the correct spectral decay but shows larger high-wavenumber errors, indicating reduced
fidelity at small scales. In contrast, Transolver++ strongly overpredicts spectral energy, especially at
intermediate and high wavenumbers, suggesting spurious small-scale content during rollout.

Latency. Finally, we compare the full-mesh inference latency of the neural surrogates in Table 3.
All evaluated methods remain costly at this spatial resolution, requiring hundreds to thousands
of seconds to predict a full trajectory. UPT is the fastest baseline, followed by CALM-PDE and
Transolver++, while GINO is substantially slower than the other methods. These results show that,
even when surrogate models improve rollout accuracy, scaling inference to dense irregular meshes
with millions of points remains a major computational bottleneck.

Together, these evaluations expose complementary failure modes of neural PDE surrogates on
TURTLES: short-horizon prediction error, long-horizon instability, loss of high-frequency turbulent
energy, and insufficient computational acceleration on dense irregular meshes.

6 Conclusion

We introduced TURTLES, a large-scale benchmark for learning neural PDE surrogates in realistic
three-dimensional turbulent flow regimes. The dataset contains 380 high-fidelity iLES trajectories of
cylinder wakes across variations in geometry, Reynolds number, and angle of attack, with millions
of irregularly distributed solution points per frame and hundreds of time steps per trajectory. By
combining dense unstructured spatial discretizations, long temporal horizons, and physically turbulent
wake dynamics, TURTLES targets a regime that is not jointly covered by existing machine-learning
CFD benchmarks.

Our benchmark experiments show that current neural operators still face major challenges in this set-
ting. While several models achieve reasonable short-horizon prediction accuracy, long autoregressive
rollouts reveal substantial differences in stability. Spectral diagnostics further show that pointwise
errors alone are insufficient: models may appear accurate while losing or misrepresenting turbulent
energy at small scales.

TURTLES is intended to support progress toward neural surrogates that are not only accurate on
average, but also stable over long horizons, faithful to multiscale turbulent structure, and efficient on
industrial-scale meshes. Future work may extend the benchmark to additional geometries, higher
Reynolds-number regimes, richer boundary conditions, and uncertainty-aware or generative surrogate
models. We hope that TURTLES will provide a useful testbed for developing and evaluating next-
generation neural operators for high-resolution computational fluid dynamics.
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A Broader impact

TURTLES provides high-fidelity three-dimensional turbulent flow trajectories on dense irregular
meshes, and is intended to serve as a benchmark for the development of neural surrogate models in
computational fluid dynamics. We anticipate the following uses:

1. evaluating geometry-aware operator-learning models on dynamic, physically turbulent
three-dimensional flow rather than on regular-grid or two-dimensional benchmarks;

2. studying the long-horizon stability and multiscale spectral fidelity of learned PDE surrogates
through the evaluation protocol introduced in Section 5;

3. informing the design of new architectures for irregular meshes with millions of degrees of
freedom, where memory and inference cost become first-order constraints;

4. extending point-cloud and graph-based benchmarks toward industrially relevant fluid-
dynamics regimes;

5. supporting the development of surrogate solvers that accelerate early-stage design explo-
ration in aerospace and automotive engineering;

6. studying the generalisation behaviour of neural operators across geometry, Reynolds number,
and angle of attack in a controlled parametric setting.

We do not anticipate direct negative societal impact: the dataset is synthetic and contains no personally
identifiable, geographic, or sensitive information. As with any data-driven surrogate, downstream
practitioners should validate predictions before relying on them for safety-critical engineering deci-
sions; surrogate models trained on TURTLES are not substitutes for verified high-fidelity simulation
in such contexts.

B Reproducibility statement

We provide an anonymous repository containing (i) the code ! used to generate every table and figure
in the main paper; and (ii) a download link for the preprocessed dataset along with instructions
for re-running the data generation pipeline (mesh generation with Gmsh, simulation with PyFR,
post-processing into HDF5).

All baseline experiments were conducted on a single NVIDIA H100 80 GB GPU per run, with
approximately 20 hours of wall-clock training time per model. Evaluation runs use the same
hardware. Hyperparameters, data subsampling, optimisation schedule, and inference protocol are
documented in Appendix I.

C Description of software

This work uses computational fluid dynamics, mesh-generation, and machine learning tools, all of
them open source.

PyFR (Witherden et al., 2014). PyFR is an open-source GPU-accelerated solver for advection—
diffusion-type problems, based on the Flux Reconstruction high-order accurate scheme. We use
PyFR for all iLES simulations. We used version 2.0.3 of PyFR with CUDA 12 on NVIDIA H100
GPUs. PyFR is released under the BSD 3-Clause license.

Gmsh (Geuzaine and Remacle, 2009). Gmsh is an open-source three-dimensional finite-element
mesh generator with a built-in CAD engine and post-processor. We use Gmsh, scripted from Python,
to build all 380 meshes in the dataset (block-structured near-wall regions, unstructured wake regions,
structured spanwise extrusion). We used version 4.11. Gmsh is released under the GNU GPL.

HDFS / hSpy (The HDF Group). The dataset is stored in HDF5 chunks (one coordinate file plus
four temporal chunks of 100 frames per trajectory) and read at training and evaluation time through
h5py. HDFS is released under a permissive BSD-style licence; hS5py is released under the BSD
3-Clause license.

"https://anonymous.4open.science/r/turtlescode-DC26/README . md
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PyVista (Sullivan and Kaszynski, 2019). PyVista is an open-source tool for 3D visualization and
mesh analysis built on top of the Visualization Toolkit (VTK). In this work, we use it to post-process
the physical fields produced by our simulations. PyVista is released as free and open-source software
under the MIT License.

ParaView (Ahrens et al., 2005). We use ParaView for qualitative visualisation of the simulated and
predicted flow fields. We used version 5.13. ParaView is released under the BSD 3-Clause license.

PyTorch (Ansel et al., 2024).  All neural-network training and inference is implemented in PyTorch.
We used PyTorch 2.8 with CUDA 12.8 and Python 3.12. PyTorch is released under the BSD 3-Clause
license.

neuraloperator (Kossaifi et al., 2025). The GINO baseline is built on the official neuraloperator
library, which provides the GNO and FNO building blocks used in the encoder-FNO-decoder pipeline
described in Appendix I. We used version 1.0.2. neuraloperator is released under the MIT license.

D Constant and Dimensionless Quantities

In compressible flow simulations, the dynamics are primarily governed by the Reynolds number (Re),
Mach number (M a) and Prandtl number (Pr). In addition, cylinder flows exhibit periodic unsteady
behaviour which warrants the introduction of a non-dimensional frequency, namely the Strouhal
number (St). We mathematically define these quantities as follows:

UL U L
:p—, Ma = —, Pr:&, St:%.

R
¢ I c k

@)
U and L denote the characteristic velocity and length scale of the problem, respectively. In the present
study, U is equal to the inflow velocity Uy, and L = 2b where b = 0.5 represents half the length of
the object’s front side facing the flow. Furthermore, p is the fluid density, ;1 the dynamic viscosity, ¢
the speed of sound, c,, the specific heat, &k the thermal conductivity, and f is a characteristic frequency
associated with the flow. For all flow cases considered in this work, the Mach number Ma = 0.2 and
Prandtl number Pr = 0.71 are kept constant while the Reynolds number is varied. Finally, time ¢ is
always presented in dimensionless form, normalized by the characteristic time scale L/U.

E Implicit Large Eddy Simulation

The Navier-Stokes equations represent the fundamental laws governing fluid dynamics. For a
Cartesian coordinate system, Equation 3, Equation 4, and Equation 5 respectively denote a fluid’s
conservation of mass, momentum and energy:

op 0 _
5 + e (pu;) =0, 3)
0 0 dp 0
&Pui + aTCj(puin) ~ " o, + 87]-7—”" “)
0 0 0

where p is the fluid density, F is the total energy and u; denotes the velocity in the x; direction (with
1 = 1,2, 3 corresponding to the z,y, z axes). Note that these equations utilize Einstein notation
where a repeated index (4, 7, k) implies a summation over all spatial dimensions. Furthermore, the
stress tensor, strain tensor and heat flux are defined as:

(6
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Here, p is the fluid’s dynamic viscosity, Pr is the Prandtl number, and h is the specific enthalpy.
Finally, the ideal gas equation of state provides a relation coupling the pressure to the total the energy:

1
p=(y—1)(F - ipuiui)a @)

where < is the specific heat ratio. A solution to this system of equations only exists under simplifying
assumptions, and thus numerical methods are used to approximate solutions for complex flow
problems. The domain is then discretised into a grid on which flow variables are iteratively solved.
To capture the entire turbulence spectrum of a fluid, Direct Numerical Simulation (DNS) employs
a grid fine enough to resolve the smallest physical structures. The computational overhead is often
intractable for industrially relevant applications, as the cost of fully resolving all turbulent scales in
3D Navier-Stokes simulations grows with Re?, where Re denotes the Reynolds number. Instead,
Reynolds-averaged Navier-Stokes (RANS) based simulations decompose an instantaneous fluid
quantity into its time-averaged and fluctuating component, whereby the effects of the latter are
represented by a turbulence model rather than computed directly. While this allows a significant
reduction in computational cost, these methods exhibit limited accuracy for complex flow phenomena
(e.g. laminar-to-turbulent transition, separation, three-dimensional effects) (Wilcox et al., 1998).

Large Eddy Simulation (LES) provides a high-fidelity alternative for simulating turbulent flows at
reasonable cost. It is based on the separation between the energy-containing large scales of turbulence
and the smaller high-frequency scales through a filter operation (Pope, 2000):

wi(z,t) = 4;(z,t) + u) (x,t). 8)

The filtered flow variables (#;) are also referred to as the resolved variables, as they are directly
solved for in the LES framework. The residual of the filter operation, u;’ , represents the unresolved
turbulent motions. Numerous filtering strategies exist, but often the computational mesh itself acts
as a filter where the local grid size, A4, dictates the cut-off between represented turbulent scales
and sub-grid scales (SGS). The scale separation of Equation 8 is physically motivated by each
component’s distinct behaviour. The resolved scales are highly energetic, anisotropic, and strongly
influenced by the flow geometry, which requires their direct computation. In contrast, the unresolved
scales are more isotropic, carry less energy and exhibit a more universal behaviour, which allows for
unified approaches to modelling their effects. Because these smaller scales are not resolved, LES
utilizes significantly coarser meshes than DNS, leading to reduced computational complexity.

In explicit LES, an explicit model is used to replicate the effects of SGS turbulence, which entails
providing the correct energy drain from the resolved flow to the smaller unresolved scales. This
approach assumes that numerical errors associated with the discretisation scheme are small. In
practice, this is often not the case, as even high-order schemes exhibit truncation errors of similar
magnitude to SGS model contributions (Ghosal, 1996). Both truncation errors and SGS model terms
are typically most significant at the smallest resolved scales. Due to the strong non-linear nature of
Navier-Stokes, their combined effect can be difficult to anticipate. One way to address this is challenge
is to apply an explicit filter at a scale larger than the grid spacing (A fizer > Agria), effectively
shifting the SGS model’s activity away from the high-frequency truncation errors. However, this
significantly increases computational cost as much finer grids are required to maintain the same level
of resolved turbulence.

Alternatively, by recognising that some numerical schemes exhibit errors of similar dissipative nature
as the effect of the sub-grid scales, implicit LES (iLES) abandons the use of an explicit SGS model
and lets the truncation error serve as the energy drain from the resolved flow. The present study adopts
this approach by employing the Flux Reconstruction (FR) or Correction Procedure via Reconstruction
(CPR) scheme (Huynh, 2007). CPR functions well in the context of iLES as the scheme is inherently
dissipative at high wave numbers (Vincent et al., 2011).

F Simulation setup

Domain and Boundary Conditions The compressible Navier-Stokes equations are solved within
the three-dimensional domain in Figure 5a. This domain is generated by extruding the 2D plane
depicted in Figure 5b by a spanwise length of 27r. The centre of the super-elliptical object E (coloured
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Table 4: Boundary conditions of the simulation. Surface symbols refer to boundaries indicated in
Figure 5a

Category  Symbol (in Figure 5a) Boundary condition

Inlet A Riemann invariant
Outlet B-D Riemann invariant
Wall E Adiabatic no-slip wall
Left side F Periodic

Rightside G Periodic

in pink) is placed at the origin (x,y) = (0, 0) and rotated according to its prescribed inflow angle
a. Rotating the object, rather than modifying the inflow angle of the flow field, is more convenient
as it ensures the wake always propagates in the horizontal direction, which simplifies meshing and
deciding what solution region to extract during data processing. The five blocks defined by the black
lines in Figure 5b have no physical meaning but are used to control the automated meshing. The four
blocks directly surrounding the physical object define the structured meshing region by placing a
super-ellipse with a’, b’ and n’ (see section 3) and connecting it to object E with parameters a, b and
n. In all cases, @’ = a+ D/2and &/ = b+ D/2 in order to create a thick enough structured mesh
region that can capture the initial development of separated shear layers. n’ is discretely defined as
1.5,2,5, and 10 for n = 1,2, 5, and oo, respectively. These values mitigate mesh skewness, which
can otherwise lead to numerical issues. The rectangular box is used to control the mesh nearby
and behind the object, where a fine resolution is required to capture complex wake structures. Its
front, top and bottom boundaries are located 1D from the structured mesh region, while the back
edge extends to 7D behind the super-ellipses. Finally, the inlet A is positioned at 7D ahead of the
rectangular wake box while the outlet curves B-D always extend until z/D = 25. Table 4 provides
an overview of the boundary conditions placed on the domain.

(a) (b)

Figure 5: Schematic overview of the computational domain. (a) Three-dimensional view illustrating
the physical boundaries, including the inlet (A), outlets (B-D), object surface (E), and periodic side-
walls (F, G). (b) 2D side view showing characteristic dimensions relative to the cylinder diameter D.
Note that black lines have no physical implications but indicate regions used for mesh refinement.

Meshing Generating a high-quality mesh is essential for achieving accurate and stable CFD
simulations. Key considerations include minimizing element distortions, maintaining low skewness,
ensuring gradual transitions in cell size, and providing adequate resolution. The latter is of particular
importance in implicit large eddy simulations, where it is assumed that a significant portion of
turbulence scales is directly resolved. In practice, a high-quality mesh is attained through case-
specific iterative refinement, which is not feasible when constructing a large dataset. It was therefore
chosen to adopt a simple meshing strategy that can be automated, accommodates a wide range of
flow cases and limits the number of variable parameters. The routine is implemented using Python
and Gmsh (Geuzaine and Remacle, 2009), an open source three-dimensional finite element mesh
generator. Gmsh supports the generation of high-order meshes, which improve accuracy for domains
with curved boundaries.
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The xy-plane is partitioned into six blocks as illustrated in Figure 6. The dimensions of each block
are defined in Figure 5b and remain consistent across all flow cases. Blocks V and VI are discretized
using unstructured triangular elements, as they provide flexibility in dealing with geometric variations.
For each block, a target cell size is set: I, (for V) and [;; (for VI). Gmsh targets these sizes
when possible while ensuring smooth transitions between regions of differing resolution. Blocks
I-IV employ structured layers to give precise control over the near-wall discretization. Within these
regions, the first element thickness I; is chosen such that y™ < 1. All other wall-normal cell sizes are
determined through a geometric progression with a growth rate of 1.021. Furthermore, the cell size
in the wall-parallel direction is set by [,,.

Mesh resolution is highly dependent on Reynolds number; for increasing Re, a finer mesh is required
to capture the smaller turbulent structures. To determine the appropriate values of the parameters
lw, Lyy, Iy, and [,,, mesh convergence studies are conducted at the edge cases of e = 1000 and
Re = 3900 in Appendix G. Between these Reynolds numbers, cell sizes are scaled using a power law
interpolation. This resulting two-dimensional mesh is extended into three dimensions by a 30-layer
structured extrusion in the span-wise direction.

11

v
11

(a) (b)

Figure 6: Two-dimensional (zy-)plane of the computational mesh. The full three-dimensional domain
is a 30-layer extrusion in the z direction. (a) Full domain. (b) Zoomed-in view of the geometric
object.

G Validation

The simulation is validated using DNS and experimental data of four benchmark cases: a circular
cylinder flow (a = 0.5, n = 2) at Re = 1000 and Re = 3900, an elongated rectangle (a = 2.5,
n = 0o) at Re = 3000 and a square rectangle (¢ = 0.5, n = o0) at Re = 2000. These cases were
selected to span a broad range of Reynolds numbers and to assess performance on sharp-edged and
rounded geometries with varying aspect ratios. Figure 7 presents the overall statistics for each case
together with reference data from literature. In general, the simulation shows good agreement with
DNS and experimental results. Discrepancies are observed in drag prediction for very bluff bodies,
but this appears to be a common trend for the studies included in the figure. These cases are discussed
in detail below, with the cylinder flow cases also being used for a mesh convergence study.

Circular cylinder (¢« = 0.5, n = 2) at Re = 1000 and Re = 3900

The circular cylinder flow case is is used for a mesh convergence study, ensuring the numerical results
are independent of spatial discretization. Simulations are conducted for 1500 non-dimensional time
units on increasingly refined grids and compared against DNS data from Lehmkuhl et al. (2013).
Refinements are achieved by adjusting the parameters l..3, It ¢, [; and [,, described in Appendix F,
yielding computational meshes with 12.9M, 20.0M, 32.6M solution points, hereafter referred to as
the coarse, medium and fine grids, respectively.

The flow around a circular cylinder at Re = 3900 has been studied extensively, yet varying results are
reported in the literature. Lehmkuhl et al. (2013) addressed these inconsistencies by demonstrating
that the flow exhibits bistable behaviour, oscillating between two modes, characterized by the length
of the separated wake region, also referred to as the recirculation length. Previous studies relied on
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Figure 7: Comparison between present simulations (solid black markers) and validation data from
the literature (open and hatched markers) for (a) Strouhal number, (b) drag coefficient, and (c)
recirculation length. Validation data are taken at discrete Reynolds numbers from the following
sources: Re=1000 (Jiang and Cheng, 2017); Re=1783 (Bai and Alam, 2018); Re=2000 (hatched)
(Sharma and Dutta, 2022) and (open) (Brun et al., 2008); Re=3000 (Cimarelli et al., 2018); Re=3900
(Lehmkuhl et al., 2013).

observation windows that were too short to record both modes, leading to results that reflected either
the short-bubble state (Lourenco, 1993) or the long-bubble state (Parnaudeau et al., 2008b).

Figure 8b displays the streamwise velocity along the centreline (y = 0) downstream of the cylinder.
The three mesh resolutions yield nearly identical profiles in agreement with the DNS data, although a
slightly shorter recirculation bubble is consistently observed. Figure 8a shows the pressure coefficient
distribution over the cylinder surface, defined as C}, = (p — poo)/ 3 PooUZ, where oo denotes free-
stream conditions. Due to symmetry, the results from the upper and lower surfaces are averaged
together. At 6 = (0°, the flow encounters the stagnation point where its velocity reduces to zero and
C) attains its maximum. For incompressible flow, as in Lehmkuhl et al. (2013), C, = 1 is expected
when the flow velocity is zero, consistent with Bernoulli’s principle. In the present study, however, C,,
slightly exceeds 1. This deviation can be attributed to compressibility effects, as the flow is computed
at M a = 0.2. Furthermore, minor discrepancies with the reference data are observed between 45 and
90 degrees, which is consistent with solutions that capture more of the short-bubble state.

Time-averaged wake velocities and their fluctuations at positions /D = 1.06,1.54 and 2.02 are
presented in Figure 9 and Figure 10, respectively. Fluctuations are computed by subtracting the
temporal mean from the velocity signal: «' = u — (u). The mean velocity profiles show an excellent
agreement with Lehmkuhl et al. (2013). The only notable discrepancy occurs for the streamwise
velocity at /D = 2.02 where the simulations predict a slightly faster recovery of the velocity deficit,
consistent with short-bubble solutions. The fluctuation profiles exhibit larger deviations from the
reference data, a challenge commonly reported in the literature. For instance, Vermeire et al. (2017)
observed over-predictions of similar magnitude and character when comparing second-order statistics
to Lehmkuhl et al. (2013).

Comparing the different computational grids shows that the medium and fine grid produce equivalent
results. In contrast, the coarse grid converges to a different solution for the pressure distribution in
Figure 8b over the range 45° < 6 < 90° and across the fluctuation profiles in Figure 10, especially
for (v'v’) at /D = 1.54. Therefore, the medium grid is selected, as it ensures mesh-independent
results at a reduced cost relative to the fine grid.

An identical mesh convergence procedure is performed for the Re = 1000 case using grids with 3.7M,
7.0M and 12.9M solution points. Due to the limited availability of reliable surface and wake validation
data in the literature, detailed profile comparisons are omitted. Grid convergence is achieved on
the the finest mesh (12.9M points) and its statistics are compared with Jiang and Cheng (2017).
The Strouhal number, drag coefficient and recirculation length presented in Figure 7 demonstrate a
strong agreement. Furthermore, close agreement is found for the lift fluctuations and base pressure
coefficient. The present study yields Cj ;s = 0.097 and Cpp, = —0.8388, compared to 0.100 and
—0.8148, respectively, reported by Jiang and Cheng (2017).

The Power Spectral Density (PSD) of the stream-wise and cross-stream velocity is used to further
characterize the unsteady dynamics of the wake for the Re = 3900 case on the selected medium mesh.
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Figure 8: Results for the coarse, medium and fine computational grids: (a) pressure coefficient
distribution over the cylinder surface as a function of the angular position 6, defined from the front
stagnation point (f = 0°) and increasing along the cylinder surface in the clockwise direction; and
(b) mean streamwise velocity along the centreline (y = 0) downstream of the cylinder. Validation
data are taken from Lehmkuhl et al. (2013).
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Figure 9: Results for the coarse, medium, and fine computational grids: mean wake velocity profiles
of (a) streamwise component u and (b) transverse component v at downstream locations /D = 1.06,
1.54, and 2.02. For clarity, profiles at /D = 1.54 and 2.02 are shifted downward. Validation data

are taken from Lehmkuhl et al. (2013).
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Figure 10: Results for the coarse, medium, and fine computational grids: mean fluctuation profiles
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Figure 11: Comparison of velocity power spectra for (a) stream-wise and (b) cross-stream components
at position (z,y) = (0.71,0.66). Spectra are shown for both the full temporal resolution and the
sub-sampled resolution At,. The characteristic frequencies St,s, Stsp, and St g are annotated for
reference alongside the theoretical —5/3 turbulence decay slope.

The PSD quantifies how the energy of velocity fluctuations is distributed across frequencies, thereby
providing insight into dominant flow structures and their associated time scales. Figure 11 displays
the PSD in the shear layer at (z/D,y/D) = (0.71,0.66), while Figure 12 shows the spectrum in
the middle of the wake at (x/D,y/D) = (3.0,0.0). All subsequent discussions are based on the
full spectrum result (blue line). The sub-sampled spectrum (orange line) is addressed separately in
Appendix H, where the information loss caused by sub-sampling the solution, necessitated by storage
constraints, is examined. Overall, the spectra are in good agreement with Lehmkubhl et al. (2013).
The spectra exhibit the expected energy decay from low to high frequency scales, with an inertial
range scaling in accordance with the theoretical —5/3 Kolmogorov law. Distinct peaks associated
with characteristic flow phenomena are indicated in Figure 11. The vortex shedding peak at St,)
represents the periodic release of vortices from the cylinder surface, while St,;, = 2S5t,s denotes the
second harmonic of this process. Finally, the Kelvin-Helmholtz instability within the shear layer is
observed at Sty .

24



876
877
878
879
880
881
882
883

885
886
887
888
889
890

891

892
893

895
896

10°
102
a a
2 2
2 = 10
S 3
1076
8] -8
10 —— Full spectrum 10
—— Sub-sampled spectrum at At,
1010 ! ! L 1010 | | |
102 10! 10° 10 10% 1072 10! 10° 10 10%
JD/Usx JD/Usx
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Figure 13: Comparison of (a) mean pressure coefficient distribution, (b) root-mean-square pressure
coefficient fluctuations, and (c) skin-friction coefficient over the rectangle surface. Validation data
are taken from Cimarelli et al. (2018).

Elongated rectangle (¢ = 2.5, n = co0) at Re = 3000

The simulation setup and selected meshing parameters are further evaluated using the Benchmark
on the Aerodynamics of a Rectangular 5:1 Cylinder (BARC). The reference data for this case are
taken from Cimarelli et al. (2018), who performed DNS for this configuration. Although this specific
rectangle is not included in the dataset, where elongations are restricted to a < 1.5, it provides
a strict test case on the method’s ability to handle object elongations. In contrast to the circular
cylinder, the sharp corners induce fixed separation points while the extended flat top and bottom
surfaces offer insight into the simulation’s ability to capture near-wall dynamics. To this end, the
mean and root-mean-square distributions of the surface pressure coefficient are presented in Figure 13,
together with the skin friction coefficient, defined as Cy = 7, /(% pu2, ), where 7, = p(9u/0y)wan.
Overall, the profiles closely match with the DNS data, except for an under-prediction of the mean
pressure over the first half of the rectangle. The mean pressure field in Figure 14b and streamlines of
the time-averaged velocity in Figure 14a indicate this discrepancy is located in the region near the
primary vortex and secondary vortex, for which the present simulations predict a more intense region
of negative pressure. All other key phenomena, including the wake vortex, are accurately captured in
both position and magnitude of the associated pressure field.

Square rectangle (a = 0.5, n = oo) at Re = 2000

To further assess the performance of the numerical setup in the wake of sharp-edged geometries,
simulations are conducted for the square cylinder at Re = 2000 and validated against experimental
data from Sharma and Dutta (2022). Figure 15 provides a comparison of mean velocity and Reynolds
stress profiles at various locations in the wake. Overall, the mean velocity deficit is accurately
captured in the near wake and further downstream. A comparable agreement is observed for the

25



897
898
899
900
901
902

-1 09 08 07 06 05 -04 -03 02 0.1

(a) (b)

Figure 14: Comparison between the present study (top row) and Cimarelli et al. (2018) (bottom row)
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secondary vortex, and black lines the wake vortex.
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Figure 15: Mean velocity profiles in (a) from near to far downstream of the object, and Reynolds
stress components: (b) u'v’ close to the cylinder and (c) v’u’ in the far wake region. Validation data
are taken from Sharma and Dutta (2022).

Reynolds stresses close to the square. Notably, the simulation predicts a four-peak structure for
(u'v'y at £/ D = 0.9075. A comparable result is reported by Sharma and Dutta (2022) for a confined
region around x /D = 0.85, beyond which the Reynolds stresses transition to the two-peak structure
observed in Figure 15b. The present results therefore reproduce the four-peak behaviour, but its
location is slightly shifted relative to the experiments. Finally, Reynolds stress profiles far downstream
are accurately reproduced.
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Figure 16: Numerical convergence criterion X for (a) streamwise and (b) vertical velocity at probes
Py, Ps.5, and Py 5 for the [Re, a,a,n] = [1796,11,0.424, 1] case. For v, x is computed using
standard deviation only. Stabilization indicates the evacuation of numerical transients and the onset
of statistically steady flow.

H Data Processing

After initialization, the simulation contains an unphysical numerical transient. To ensure the solution
trajectories are unaffected by this startup phase, a numerical convergence criterion is applied following
Boudet et al. (2015). Measurement probes are placed in regions where the flow exhibits low frequency
dynamics. In the present study, they are located along the centreline (y/D = 0) at streamwise
distances 4, 6.5 and 9.5 behind the object, denoted by Py, Py 5 and Py 5, respectively. These positions
correspond to the wake region, which provides a consistent reference across all flow cases, whereas
other regions of interest, such as the shear layer, change with geometry. Each probe measures a
time-dependent signal, ¢. At time ¢, the signal is cut into four equal segments. The final three
segments are then compared using the following criterion:

=) =) 1) ()
x(¢) = max L’rjn_agil ( W > ’i}/jnf),(4 < ¢¢M(4()ZS )1 ' ©)

The superscripts indicate the temporal segment the data originates from, while ¢ and ¢’ represent the
spanwise-averaged mean and standard deviation of the signal, respectively. Once x settles around a
certain percentage, the flow’s statistics have stabilized over the three most recent temporal quarters,
implying the numerical transient was evacuated after the first quarter. Nevertheless, data sampling
starts only after the fourth quarter to provide an additional margin of confidence.

The convergence criterion method is initially evaluated after four flow-through times (FTTs) to
ensure enough samples are collected for a reliable assessment. If the signal variations have not
yet reached a steady level, the simulation is extended for one FTT at a time until they have. For
illustration, Figure 16 displays the metric for the u and v velocity components for the [Re, o, a, n] =
[1796,11,0.424, 1] case. Note that for the vertical velocity, only the standard deviation is considered,
as its mean approaches zero, which would cause the criterion to diverge.

Once the numerical transient has been evacuated, the solution fields are sampled at a non-dimensional
time-step of At; = 0.04732. While the solver requires much smaller temporal steps to maintain
numerical stability and accuracy, saving the full resolution is computationally prohibitive due to
storage requirements. Sub-sampling the simulation at a coarser time-step inevitably results in a loss
of information. To quantify the extent of this loss, the energy spectrum is examined. Figure 11 and
Figure 12 display the energy spectra for the circular cylinder flow case at Re = 3900, evaluated
at (z/D,y/D) = [(0.71,0.66), (3.0,0.0)], computed using the original u-velocity signal and the
sub-sampled solution at At, = 0.04732. The spectra match closely across most of the frequencies. In
particular, all major characteristic frequencies are accurately recovered. Beyond the inertial subrange,
however, the sub-sampled signal is unable to represent the highest frequencies due to its coarser
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temporal resolution. This is deemed acceptable as this portion of the spectrum is primarily influenced
by numerical dissipation rather than physical processes and contains relatively low energy.

I Baseline implementations

This section documents the architectures, hyperparameters, and training recipes used for the four
neural-operator baselines reported in Section 5. We first describe the components shared across base-
lines, then provide a per-model architectural summary. A consolidated view of the hyperparameters
appears in Table 5.

Shared training and inference setup. All baselines are trained on the same temporal task: predict
the residual Au;y1 = ugy1 — ug from a single context frame u,, conditioned on the Reynolds
number Re. Training uses a standard mean-squared-error loss on the residual. We sample one window
per gradient step from a uniform-random subset of 524,288 mesh nodes per trajectory, repeated for
100,000 gradient steps with an effective batch size of 2 on a single H100 GPU (80 GB). The optimizer
is AdamW with learning rate 10~%, minimum learning rate 1077, weight decay 1073, 51 = 0.9,
B2 = 0.95, and gradient-norm clipping at 1.0. The schedule is a linear warmup over the first 5,000
steps followed by a cosine decay. PDE-parameter conditioning uses only Re; geometry parameters
(, a, n) are not exposed to the model and are absorbed into the spatial coordinates and field statistics.
For all models except GINO we enable bfloat16 mixed precision and torch. compile. GINO’s FNO
backbone relies on complex-valued spectral convolutions that interact poorly with bfloat16 autocast
and produce graph-breaking warnings under torch.compile via the neuraloperator/tltorch
factorised-tensor indexing path. We therefore train GINO in fp32 without torch.compile, with a
per-GPU batch size of one and gradient accumulation of two to keep the effective batch size at two.
Activation checkpointing is enabled for all transformer backbones.

At inference time we use a batch size of one and a context window of one frame. The full mesh
(3.1-9.2 million nodes per trajectory) is processed either by the model’s encoder—decoder split (UPT,
GINO, CALM-PDE) or by tile partition (Transolver++) with a chunk size of 524,288 output points.
Each test trajectory is unrolled for 399 autoregressive steps starting from the first ground-truth frame.

UPT (AlKkin et al., 2024b). UPT is a perceiver-style transformer for unstructured meshes. The
mesh is first pooled to K = 16,384 supernodes via a runtime k-nearest-neighbour gather (k = 32)
and a small message-passing MLP. Two encoder transformer blocks then operate on the supernode
tokens. A perceiver cross-attention compresses the supernodes to L = 4,096 learned latent tokens,
on top of which we run four self-attention blocks. Two more transformer blocks act on the decoder
side before a perceiver cross-attention queries the original mesh coordinates with sincos positional
embeddings (max angular frequency 100) and produces the per-node residual. The hidden dimension
is 384 with 6 attention heads, an MLP expansion ratio of 4, no dropout, and DiT-style adalLN-zero
conditioning on Re. The trained model has 61.96 M parameters.

GINO (Li et al., 2023c). GINO consists of a graph-neural-operator (GNO) encoder that maps the
irregular mesh onto a regular latent grid, an FNO operating on that grid, and a GNO decoder that
queries the predicted residual at the original mesh nodes. The latent grid has resolution 122 in [0, 1]3,
with input coordinates min—max normalised to that cube. Both GNOs use a linear transform with
neighbourhood radius 0.033 (about one cell at this resolution). The FNO has four spectral layers,
6x6x6 Fourier modes, 64 hidden channels, and lifting/projection MLPs with channel ratios of 2
and 4 respectively. PDE-parameter conditioning is realised through an AdalN layer (4 conditioning
features). We use the official neuraloperator implementation with Open3D-accelerated GNO
kernels (Kossaifi et al., 2025). The trained model has 3.10 M parameters; we found that the FNO
backbone saturates well below the parameter budgets used for the other baselines, so this is the
configuration reported in the main text.

Transolver++ (Luo et al., 2025a). Transolver++ is a monolithic transformer that aggregates N
spatial tokens into a small set of learned physics-aware slices via Gumbel-softmax routing, applies
self-attention on the slice tokens, then scatters back to the mesh. We use 8 transformer blocks
with hidden dimension 512, 8 attention heads, MLP ratio 4, 128 slices per head, GELU activation,
and no dropout. PDE-parameter conditioning is an additive bias on the encoder output. Because
Transolver++ is monolithic (input cardinality equals output cardinality), its inference path uses a
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Table 5: Summary of baseline hyperparameters. Counts are per model.

Hyperparameter UPT GINO Transolver++ CALM-PDE
Trainable parameters 61.96 M 3.10M 21.79M 45.14 M
Hidden dim 384 64 (FNO) 512 384
Heads 6 - 8 6

MLP ratio 4 - 4 4
Depth 2/4/2 (enc/lat/dec) 4 (FNO) 8 8
Tokens / latent grid K=16,384, L=4,096 123 128 slices 163=4,096
k-NN k 32 - - 32
Conditioning adalLN-zero (Re) AdaIN (Re)  additive bias (Re)  adalLN-zero (Re)
Activation checkpointing yes - yes yes
Mixed precision (bf16) yes no yes yes
torch.compile yes no yes no
Steps 100,000

Optimizer AdamW (31=0.9, 82=0.95, wd=10"%)

Learning rate 107* — 1077, cosine, 5,000 linear warmup

Effective batch size 2 (GINO: bs=1, accum=2)

Subsampled nodes / step 524,288

Hardware 1x NVIDIA H100 80 GB, ~20 h wall time

tile partition rather than an encoder—decoder split: disjoint chunks of the output mesh are processed
independently, losing cross-chunk context but bounding memory. The trained model has 21.79 M
parameters.

CALM-PDE (Hagnberger et al., 2025; Koupai et al., 2025). We adopt the continuous-convolution
encoder/decoder of CALM-PDE combined with the scaling improvements introduced in ECHO;
the implementation is registered as CALM-PDE in our codebase. The encoder uses a continuous
convolution with k=32 neighbours and a 64-wide kernel MLP to lift features from the irregular mesh
to a fixed 163 = 4,096-point regular latent grid in [0, 1]3, with global coordinate bounds computed
once over the full dataset (267 trajectories, ~1.4 B nodes) so that the latent grid is shared across
batches. A UPT-style transformer with hidden dimension 384, 6 heads, MLP ratio 4, and 8 blocks
acts as the time-stepping operator on the latent tokens, conditioned on Re via DiT adalLLN-zero. The
continuous convolution decoder maps the post-transformer latent back to the original mesh nodes,
with output queries chunked at 32,768 points to bound peak memory. The trained model has 45.14 M
parameters.
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NeurlIPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: The abstract and introduction clearly state the three main contributions of
TurtLES: (i) a 13 TB dataset of high-fidelity iLES trajectories of 3D turbulent cylinder
wakes, (ii) benchmarking of state-of-the-art neural operators on long-horizon autoregressive
rollouts, and (iii) identification of key failure modes including temporal instability, loss
of small-scale energy, and challenges on large irregular meshes. These claims are directly
supported by the dataset description in Section 3 and the experimental results in Section 5.

Guidelines:
e The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A or
[N/A] answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

. Limitations

Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: Limitations are discussed in the conclusion (Section 6), including the restriction
to cylinder wake geometries, a bounded Reynolds number range (Re € [1000, 3900]), the
use of iLES rather than DNS, and the use of compressible flow at M a = 0.2. The conclusion
also identifies open directions such as higher Reynolds numbers, richer boundary conditions,
and additional geometries. Additionally, the benchmarking results explicitly identify current
model limitations on this dataset (temporal instability, spectral inaccuracy, inference cost).

Guidelines:

* The answer [N/A] means that the paper has no limitation while the answer means
that the paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate “Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

 The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

 The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.
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* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [N/A]

Justification: This paper does not include theoretical results or proofs. It is a dataset
and benchmark contribution; all mathematical content consists of metric definitions and
governing equations for the fluid simulations.

Guidelines:

* The answer [N/A] means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

* Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

» Theorems and Lemmas that the proof relies upon should be properly referenced.

. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: The benchmarking setup is described in Section 4, including the training
objective (residual prediction), optimizer (Adam), learning rate (10~*), weight decay (10~3),
batch size (2), number of training steps (100,000), warmup schedule (5,000 steps), cosine
decay, and hardware (single H100 GPU, ~20 hours). Evaluation metrics (Rel-L?, VRMSE,
spectral RMSE, latency) are fully defined with equations. The dataset generation pipeline,
mesh sizes, physical parameters, and time-sampling procedure are described in Section 3
and the appendices.

Guidelines:

» The answer [N/A] means that the paper does not include experiments.

* If the paper includes experiments, a answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

* If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

* Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.
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* While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]

Justification: The dataset is publicly available on Hugging Face at https://huggingface.
co/turtlesprojectml. Code for dataset generation, benchmarking, and evaluation
is available in an anonymized repository at https://anonymous.4open.science/r/
turtlescode-DC26/README . md

Guidelines:

* The answer [N/A] means that paper does not include experiments requiring code.

* Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not

be possible, so is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

* The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

 Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.

6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: Section 4 specifies the optimizer (Adam), learning rate (10~%), weight decay
(10~3), batch sizes for training (2) and inference (1), number of steps (100,000), warmup
and cosine LR schedule, hardware (H100), and approximate training time (~20 hours per
model). The inference protocol (full autoregressive rollout over 400 steps, iterating over
subsets of mesh nodes) is also described.
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Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer:

Justification: The results tables do not include error bars or confidence intervals. Each model
is trained once due to the high computational cost (~20 hours per run on a single H100).
The diversity of the test set (multiple trajectories across varying geometry, Reynolds number,
and angle of attack) provides some implicit averaging, but formal statistical significance
testing is not performed.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The authors should answer [Yes] if the results are accompanied by error bars, confidence
intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

 The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

* The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

* It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

* It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

» For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

* If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justification: Section 4 states that all models are trained for approximately 20 hours on
a single H100 GPU. Inference latency per frame is reported for each model in Table 3
(UPT: 835s, GINO: 4097s, Transolver++: 1148s, CALM-PDE: 1073s for a full trajectory).
The dataset generation uses PyFR with GPU-based solvers; further details on simulation
compute are provided in Appendix B.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

 The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.
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0.

10.

11.

* The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: This work presents a fluid dynamics simulation dataset and benchmark for
scientific machine learning. It involves no human subjects, no data scraping, no personally
identifiable information, and poses no foreseeable risks of misuse.

Guidelines:
e The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.
e If the authors answer , they should explain the special circumstances that require a

deviation from the Code of Ethics.

* The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]

Justification: The introduction discusses the positive societal impact of accelerating com-
putational fluid dynamics via surrogate models, with applications in industrial design,
forecasting, and control. The dataset targets industrial CFD regimes, with potential to reduce
the computational cost of high-fidelity simulations. No significant negative societal impacts
are foreseen for this type of scientific infrastructure contribution.

Guidelines:

» The answer [N/A] means that there is no societal impact of the work performed.

o If the authors answer [N/A] or , they should explain why their work has no societal
impact or why the paper does not address societal impact.

* Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

* The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

* If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?
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Answer: [N/A]

Justification: The dataset consists of numerical fluid dynamics simulations and poses no
meaningful risk of misuse. No safeguards beyond standard open-data practices are required.

Guidelines:

* The answer [N/A] means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

 Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]

Justification: The paper cites all third-party software used, including PyFR (Witherden et al.,
2014) for fluid simulation and Gmsh (Geuzaine and Remacle, 2009) for mesh generation.

The neural operator baselines (UPT, GINO, Transolver++, CALM-PDE) are cited with their
original papers. Validation data sources from the literature are also fully cited.

Guidelines:

* The answer [N/A] means that the paper does not use existing assets.

 The authors should cite the original paper that produced the code package or dataset.

 The authors should state which version of the asset is used and, if possible, include a
URL.

* The name of the license (e.g., CC-BY 4.0) should be included for each asset.

* For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

o If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

» For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

* If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [Yes]

Justification: The TurtLES dataset is described in detail in Section 3 and the appendices,
including the parameter space (Section 3 / Appendix A), simulation setup (Section 3 / Ap-
pendix C), meshing procedure (Appendix C), validation (Appendix D), and data processing
(Appendix E). The data structure (coordinates + 400 solution snapshots per trajectory, fields
{u,v,w,p, p}) is illustrated in Figure 3.

Guidelines:

* The answer [N/A] means that the paper does not release new assets.

* Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.
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* The paper should discuss whether and how consent was obtained from people whose
asset is used.

* At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.
Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [N/A]
Justification: This paper does not involve crowdsourcing or research with human subjects.
Guidelines:
* The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

* Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

Institutional review board (IRB) approvals or equivalent for research with human
subjects

Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [N/A]
Justification: This paper does not involve human subjects. No IRB approval is required.
Guidelines:
* The answer [N/A]| means that the paper does not involve crowdsourcing nor research
with human subjects.

* Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

* We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.
Declaration of LLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.

Answer: [N/A]
Justification: LLMs are not used as part of the core methodology.
Guidelines:

* The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

* Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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